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ABSTRACT
This paper investigates georeferenced social multimedia for geographic discovery. We propose a novel framework wherein large
collections of community contributed photo collections are used to
map phenomena not easily observable through other means. We
employ a regression framework in which a limited number of labeled training images are used to learn a regressor. This regressor
is then applied to large collections of novel images whose locations
are known and the predictions are used to create maps.
We propose two novel extensions to a standard regression approach. In the first, a graph Laplacian semi-supervised learning approach leverages unlabeled images to improve the accuracy of the
regressor. This is important because it allows us to exploit large collections of community contributed photos while limiting the number of images that need to be manually labeled. In the second extension, the regressor is based on a novel composite visual-geographic
location kernel which considers both the visual characteristics and
the geographic locations of images.
We apply our approach to predict the scenicness of geographic
locations at the country-scale based on the ground-level photos at
the locations. While our results are noisy, this preliminary investigation demonstrates the feasibility of geographic discovery from
georeferenced social media as well as the advantages provided by
our extensions to a standard regression approach.

Figure 1: This paper investigates georeferenced social multimedia for geographic discovery. In particular, large collections of
community contributed photo collections are used to map phenomena not easily observable through other means. We apply
our approach to predict the scenicness of geographic locations
at the country-scale based on the ground-level photos at the locations.

Categories and Subject Descriptors
I.4.9 [Image Processing and Computer Vision]: Applications

from the computer vision and multimedia research communities.
Since many of these images are annotated with at least approximate location information, they can be considered as a source
of (albeit often serendipitous) volunteered geographic information
(VGI) [10]. One appealing use of these images in this context is to
perform geographic discovery of phenomena not easily observable
through traditional sensing means such as from overhead imagery.
This provides a rich framework in which to apply state-of-the-art
image understanding techniques as well as motivate novel research
problems.
This paper investigates the problem of using automated scene
understanding to create maps of the Earth from large collections of
georeferenced community contributed photos. We pose the problem in a regression framework in which a regressor is learned from
a limited set of manually labeled images and then applied to a large
collection of georeferenced images. Maps are then produced based
on the locations of the regressor predictions.
We demonstrate the technique in a novel application wherein
georeferenced ground-level images are used to produce “scenicness” maps on a country-wide scale. A set of manually annotated
images is used to learn a regressor that is then applied to predict the
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1. INTRODUCTION
Photo sharing websites such as Flickr and Panoramio are a rich
source of image datasets which are attracting increased attention
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Figure 2: Overview of the approach. The goal is to generate a map (right) based on georeferenced community contributed images
(left).
on the surface of the earth in the broad sense of the term “what”.
Examples of work in this area include using large collections of
georeferenced images to discover spatially varying (visual) cultural differences among concepts such as “wedding cake” [13]; to
discover interesting properties about popular cities and landmarks
such as the most photographed locations [2]; to estimate weather
satellite images using widely distributed Web cameras [5]; to create a map-like partitioning of a country-sized region into geographically coherent subregions [3]; and to create maps of developed and
undeveloped regions [8].
The salient aspects of our work that distinguish it from the work
above include:

scenicness of novel images spanning the United Kingdom (UK).
The predictions are mapped and evaluated qualitatively by inspection as well as quantitatively using a ground truth map of openness
as the best available surrogate for scenicness.
We propose two extensions to a novel standard regression approach. First, we describe a graph Laplacian semi-supervised learning approach that leverages unlabeled images to improve the accuracy of the regressor. This is important because it allows us to exploit large collections of community contributed photos while limiting the number of images that need to be manually labeled. In the
second extension, we propose a novel composite visual-geographic
location kernel which considers both the visual characteristics and
the geographic locations of images. This allows our technique to
exploit the spatial relationships among the training and target images. We feel these two extensions represent fundamental contributions to the emerging opportunity to perform geographic discovery
in georeferenced social multimedia.
Our results on the scenicness problem demonstrate the effectiveness of the IM2MAP approach in general, and, in particular, that
the semi-supervised learning framework and the proposed composite visual-geographic kernel both improve the accuracy of the regressor.

• We propose a novel framework that leverages georeferenced
social multimedia to perform large-scale geographic discovery of phenomena not observable through other means.
• We develop two novel extensions to a standard regression approach that exploit the visual characteristics and geographic
locations of both labeled and unlabeled training images and
the target images.

3.

OVERVIEW OF THE APPROACH

Figure 2 illustrates an overview of our approach. The goal is to
generate a map of a geographic region, shown on the right, based
on georeferenced community contributed images located in this region, shown on the left. First, a set of images are manually labeled
and used to learn a regressor. This regressor is then applied to a
large set of images and the predictions are spatially interpolated to
create a map of the region.
In the standard regression approach, the regressor is learned using only the visual features of the labeled images. In our first extension to the standard approach, unlabeled images are also used to
learn the regressor as indicated by the dashed part of the pipeline in
figure 2. The technical challenge here is how to best leverage the
additional information contributed by the unlabeled images. We
use a graph Laplacian semi-supervised learning framework to accomplish this. In our second extension, the regressor is learned
using not only the visual features of the labeled (and possibly unlabeled) images but also their spatial arrangement. The technical
challenge here is how to combine similarity in the image feature
space with geographic distance in physical two-dimensional space.

2. RELATED WORK
The growing collections of georeferenced community contributed
photo collections such as available at Flickr and Panoramio have attracted increasing attention from the computer vision research community. These collections have been used to annotate geographic
locations. Methods have been developed for visually annotating
prominent landmarks with representative images at the city [2] and
world-wide [14] scales; to suggest representative tags as well as images for geographic locations [6, 7, 9]; to geolocate images [4]; and
to automatically generate tourist maps showing popular landmarks
as vectorized icons [1].
More relevant to our work is the use of georeferenced community contributed photo collections for geographic discovery. The
Mirriam-Webster dictionary describes geography as “a science that
deals with the description, distribution, and interaction of the diverse physical, biological, and cultural features of the Earth’s surface”. Computer vision and other knowledge discovery methods
have been applied to the photo collections to discover what-is-where
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Here, K is the (N + M )x(N + M ) kernel matrix on the labeled
and unlabeled images; Y is the (N + M )x1 label vector where the
yi for unlabeled data is 0; and J is an (N +M )x(N +M ) diagonal
matrix whose first N diagonal entries are 1 and the rest are 0. Note
that if γI = 0, this reduces to the solution of the fully supervised
RLSR case.
Laplacian regularized RLSR is our first extension to the standard
regression approach.

We use a composite visual-geographic location kernel to accomplish this.

4.

DETAILS OF THE APPROACH

Assume we have a training set of N labeled images with known
L
geographic locations {(xn , zn , yn )}N
n=1 , where xn ∈ R is the
image feature, zn ∈ R2 is the two dimensional location of the
image, and yn ∈ R is the label of the image (a continuous value).
Our goal is to learn a regression mapping f that predicts the label
y for a novel image also at a known geographic location based on
either just the image feature x or both the image feature and the
image location z.
We focus on regularized least squares regression (RLSR). We
also consider semi-supervised regression in a graph Laplacian framework for the case where we have M additional unlabeled images
with features xm at locations zm : {xm , zm }M
m=1 .

4.3

We incorporate both the image features and the image locations
by extending the RLSR framework with a composite kernel. In particular, given a visual kernel Kvis and a geographic kernel Kgeo ,
e as
we form a new kernel K
e = βKvis + (1 − β)Kgeo ;
K

4.1 Regularized Least Squares Regression

f ∈Hk

N
1 X
(yi − f (xi ))2 + γf 2k
N i=1

(1)

e T (Y − Kα)
e + γαT Kα.
e
min(Y − Kα)
α,β

f 2k

is a regularization term to avoid over-fitting of the
where
training data. According to the Representer Theorem, a solution
of eq. 1 is a basis function expansion over the labeled images:
f  (x) =

N
X

αi K(x, xi ).

γ T
α Kα
2

+ αT Kgeo Kα − Y T Kα
.
αT K 2 α
We employ line-search to find the optimal β using a strong boundary to satisfy the constraint β ∈ [0, 1]. The line-search range is set
from β0 , which is the current β, to β  , with an offset.
Finally, to obtain the optimal solution to eq. 2, we alternately
update α and β until convergence.
Vis-Geo RLSR is our second extension to the standard regression
approach.
β =

We use Gaussian kernels K(·, ·) of width σ. α is obtained as:
α = (K + γN I)−1 Y.
RLSR is the base case against which we will compare our two
extensions.

4.2 Laplacian Regularized Least Squares Regression

4.4

In the case where we have an additional M unlabeled images,
we use graph Laplacian RLSR to learn a more accurate regressor.
The objective function now becomes

Vis-Geo Kernel Laplacian Regularized Least
Squares Regression

We now form a composite vis-geo graph Laplacian as well as a
composite vis-geo kernel:

N
1 X
γI
min
(yi − f (xi ))2 + γf 2k +
f T Lf
2
f ∈Hk N
(N
+
M
)
i=1

e = βKvis +(1−β)Kgeo ; L
e = βLvis +(1−β)Lgeo ; (β ∈ [0, 1])
K

where N is the number of labeled images and M is the number of
unlabeled images. This is the same as the standard RLSR case except for an additional regularization term based on a nearest neighbor graph constructed between the labeled and unlabeled points in
the image feature space (we use a six nearest neighbor graph). The
motivation behind Laplacian regularized RLSR is that unlabeled
images can be expected to have similar labels to visually similar
labeled images. Including the unlabeled images helps the regressor
learn the complex prediction manifold.
The solution is similar to the fully supervised case expect the
expansion is now over all the images:
NX
+M

(2)

e = Kgeo −
For convenience, we denote K = Kgeo − Kvis and K
βK and then get the solution

i=1

f  (x) =

(β ∈ [0, 1]).

The motivation here is that we should consider both the visual features and the locations of the labeled training data when learning
and applying the regressor.
We now have the objective function

In the case where we consider just the image features x, the problem reduces to solving the following optimization problem:
min

Vis-Geo Kernel Regularized Least Squares
Regression

The graph Laplacian Lgeo is based on a nearest neighbor graph
in the two dimensional location space. The motivation is that unlabeled images can be expected to have similar labels to visually
similar and nearby labeled images.
The cost function now becomes
γI
e T (Y − Kα)
e + γαT Kα
e +
eL
e Kα.
e
min(Y − Kα)
αT K
α,β
(N + M )2
e = Lgeo − βL. Setting
e = Kgeo − βK and L
Again, we denote K
the derivative of cost function with respect to β to zero, we get,
∂ρ
= Y T JKα + βαT KJKα − αT Kgeo JKα
∂β

αi K(x, xi ).

i=1

−γa αT Kα + βγI αT (KLgeo K + KLKgeo + Kgeo LK)

The solution now becomes,

−β 2 γI αT KLKα

γI
α = (JK + γA N I +
LK)−1 Y.
(N + M )2


=0
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which is quadratic and thus does not necessarily have a single solution. So letting
A

=

γI αT KLKα

B

=

−αT KJKα
−γI αT (KLgeo K + KLKgeo + Kgeo + LK)

C

= αT Kgeo JKα + γA αT Kα − Y T JKα

Table 1: Sum-square error between the predicted labels and
the UKOC values.
UK
CORN
LON
LM

6. EXPERIMENTS AND RESULTS
6.1 Experiment Settings

the quadratic equation becomes,
Aβ 2 + Bβ + C = 0
Δ = B 2 − 4AC.
Therefore, the solution is
(


β =

√
√ 2 AC
−B± B 2 −4AC
ψ(
)
2A

(3)

We produce scenicness maps of the entire UK using the following approaches:
Manual Here we linearly interpolate the labels of the 1K manually
labeled training set. No modeling or learning is performed in this
case.
Vis RLSR Here we use RLSR to learn a regressor using the visual
features and labels of the 1K training set and then apply this regressor to the visual features of the 3K test images (see section 4.1).
The labels of the 3K test images are then interpolated to create a
map. This is the standard regression approach which demonstrates
the feasibility of using georeferenced community contributed photos for geographic discovery.
Vis LapRLSR Here we use graph Laplacian RLSR to learn a regressor using the visual features and labels of the 1K training set
and the visual features of the 2K unlabeled set (see section 4.2).
The regressor is then applied to the visual features of the 3K test
images and the labels are interpolated to create a map. This is our
first extension to the standard regression approach.
Vis-Geo RLSR Here we use RLSR to learn a regressor using the
visual features, locations, and labels of the 1K training set and then
applying this regressor to the visual features and locations of the
3K test images (see section 4.3). The labels of the 3K test images
are then interpolated to form the map. This is our second extension
to the standard regression approach.
Vis-Geo LapRLSR Here we use graph Laplacian RLSR to learn
a regressor using the visual features, locations, and labels of the
1K training set and the visual features and locations of the 2K unlabeled set (see section 4.4). The regressor is then applied to the
visual features and locations of 3K test images and the labels are
interpolated. This combines our two extensions to the standard regression approach.
In order to compare the approaches, we observe that people’s
sense of scenicness often correlates with openness and use a map
of open countryside publicly available in the Countryside Information System of the UK Department for the Environment, Food, and
Rural Affairs. This map which we term UKOC provides the percent
“openness” for every square kilometer of the UK. We normalize it
to the same scale as our scenicness labels and use it for qualitative
evaluation through visual comparison and quantitative evaluation
by computing the sum-square error with our interpolated labels.

if Δ ≤ 0
otherwise

where ψ is the selection function to get the β closer to the range
[0,1]. We again employ line-search to find the optimal β using
a strong boundary to satisfy the constraint β ∈ [0, 1]. The linesearch range is set from β0 , which is the current β, to β  , with an
offset. We again alternately update α and β until convergence.
Vis-Geo LapRLSR combines our two extensions to the standard
regression approach. It is motivated by our earlier work on Laplacian regularization using temporal priors [12]. We here extend it to
incorporate spatial priors.

5.

DATASET

We apply our approach to images from the ScenicOrNot1 social media project in which the public rate the “scenicness” of images from the Geograph UK social media project. The goal of
the Geograph UK project2 is to collect geographically representative photographs and information for every square kilometer of
Great Britain and Ireland. It currently contains almost 2 million
images. Our framework, however, is applicable to any collection
of georeferenced community contributed photos such as Flickr or
Panoramio.
We download 6K images from the ScenicOrNot dataset that geographically span the UK. The first 1K of these form our training
set and are manually labeled by six members of our lab with values
ranging from 1 corresponding to “not scenic” to 5 corresponding
to “very scenic”. We use the average of the six ratings as the labels. We select the next 2K as the unlabeled set to be used for
semi-supervised learning. The remaining 3K images form the test
set used to create the maps.
We recognize that how scenic an image is considered to be is
very subjective and can vary from person to person. However, we
observed that images of outdoor, rural scenes tend to be considered
more scenic than images of developed areas. We did not provide
explicit instructions to the volunteers who labeled the images.
We extract gist visual features [11] from each image as they have
been shown to be correlated with perceptual dimensions such as
naturalness, openness, roughness, expansion, and ruggedness. We
extract gist features at 4 scales and 8 orientations over a 4x4 partitioning of the image for a total visual feature length of 512 dimensions.

1
2

Manual Vis RLSR Vis LapRLSR Vis-Geo RLSR Vis-Geo LapRLSR
581.09
573.10
561.18
561.14
557.78
179.76
168.31
161.20
163.24
159.88
125.81
120.71
114.38
107.13
111.71
166.77
159.89
147.41
152.89
147.22

6.2

Results

Table 1 shows the sum-square error between the UKOC values and the predicted scenicness values for the whole UK as well
as three subregions: the Cornwall area (CORN), the London area
(LON), the Liverpool and Manchester area (LM).
These results demonstrate that 1) we are able to learn a regressor
that when applied to set of test images, results in a more accurate
map than simply interpolating the manually labeled locations; 2)
using graph Laplacian regularization to perform semi-supervised
learning with unlabeled images, our first extension, improves both
the combined vis-geo and visual only kernel approaches in all cases

http://scenic.mysociety.org/
http://www.geograph.org.uk/
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Figure 3: (a) Ground truth and (b-f) predicted maps for the
Cornwall area. In these heat maps, yellow corresponds to more
open/scenic and dark red/black corresponds to less open/scenic.

Figure 4: (a) Ground truth and (b-f) predicted maps for the
London area.

but one; and 3) the combined vis-geo kernel, our second extension,
performs better than a standard visual only kernel.
The predicted maps for the three subregions as well as for the
whole UK are visually compared with the UKOC map in figures
3-6. In these heat maps, yellow corresponds to more open/scenic
and dark red/black corresponds to less open/scenic.
While the predicted maps are noisy, we make the following observations. The CORN area has roughly three open country regions
and one urban region as shown in figure 3(a). The map that results
from interpolating the manually labeled image locations in figure
3(b) fails to identify the open/scenic regions. Vis RLSR produces
the map in figure 3(c) which identifies one of the open country regions but otherwise is not accurate. Vis LapRLSR, Vis-Geo RLSR,
and Vis-Geo LapRLSR identify all four regions but the Vis-Geo
approaches generally provide better localization.
The LON area has one large urban region corresponding to greater
London as shown in figure 4(a). This time, the interpolated manually labeled map does better but is still poor. Vis RLSR does identify the urban region but underestimates the values for the rest of
the area. Vis LapRLSR, Vis-Geo RLSR, and Vis-Geo LapRLSR
all identify the urban region and outlying open country regions but
the two graph Laplacian regularized approaches provide better localization especially south of London.
The LM area has several urban regions, the two largest of which
correspond to the cities of Liverpool and Manchester as shown in
figure 5(a). Again the manual map is poor. Vis RLSR again underestimates the outlying open country regions. Vis LapRLSR, VisGeo RLSR, and Vis-Geo LapRLSR identify Manchester and part
of Liverpool; however, only the graph Laplacian regularized approaches identify the bone-shaped open/scenic region in the middle. A possible reason why only part of Liverpool is identified is

(a) Open Country

(b) Manual

(c) Vis RLSR

(d) Vis LapRLSR

(e) Vis-Geo RLSR

(f) Vis-Geo LapRLSR

Figure 5: (a) Ground truth and (b-f) predicted maps for the
Liverpool-Manchester area.
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(a) Open Country

(b) Vis LapRLSR

(c) Vis-Geo RLSR

(d) Vis-Geo LapRLSR

Figure 6: (a) Ground truth and (b-d) predicted maps for all of the UK.
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that it lies on the seaside so it is still likely to be to source of scenic
photos.

7. DISCUSSION AND CONCLUSION
We described a novel framework to perform large-scale geographic discovery using georeferenced social multimedia, in particular community contributed photo collections. We developed two
novel extensions to a standard regression approach. The first which
uses graph Laplacian semi-supervised learning to learn the regressor from both labeled and unlabeled images is significant because
it allows our framework to exploit large photo collections while
limiting the number of images that must be manually labeled for
training. The second uses a combined visual-geographic location
kernel to consider both the visual characteristics and the geographic
locations of the training and target images.
We applied our approach to compute country-scale maps of scenicness based on the visual characteristics and geographic locations of
ground-level images. While our results are noisy, this preliminary
investigation demonstrates the feasibility of geographic discovery
from georeferenced social media as well as the advantages provided
by our extensions to a standard regression approach.
A key challenge in moving forward with this framework is how
to evaluate the results especially if the characteristic being mapped
is subjective as in our case. We used a map of openness as a proxy
for a ground truth map of scenicness but these two characteristics
are not necessarily the same. We are investigating additional evaluation methods.
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