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Abstract. There is a growing interest in using general-purpose cameras
to monitor a variety of physical phenomenon. In particular, a number
of visibility camera networks have recently been deployed to complement traditional means for estimating atmospheric visibility. However,
the images from these cameras have so far only been used to perform
qualitative analysis. This work investigates image processing techniques
for deriving quantitative measures of visibility from digital images in an
automated fashion. Two methods are described, one which uses image
contrast computed in the spatial domain and another which uses spectral
energy computed in the frequency domain. Our quantitative measures
are shown to correlate well with traditional measures of visibility from
specialized equipment when evaluated using a ground-truth dataset from
the Phoenix region.

1

Introduction

Due to their low cost, general-purpose cameras are being used to monitor a variety of phenomenon. Examples include surveillance, real-time traﬃc reporting,
tracking the progress of construction projects, entertainment, and monitoring environmental conditions, such as the weather. This paper focuses on an important
application from this last category, that of estimating atmospheric visibility. In
particular, we investigate the use of image features automatically extracted from
digital cameras as surrogates for traditional measures of atmospheric visibility
from transmissometers.
While measures of atmospheric visibility have long been critical for activities
such as aeronautical and marine navigation, they are ﬁnding other important
applications. They are increasingly being used to indirectly estimate air pollution especially when direct means are not available. They are also being used
to estimate solar irradiance which is important for determining where to situate solar energy farms and for forecasting the energy output of existing farms.
Finally, quantitative visibility measurements are central to the United States’
Environmental Protection Agency’s (EPA) goal for improving visual air quality
in the Class I Federal areas which include 156 national parks and wilderness
areas. In 1977, Congress amended the Clean Air Act with legislation to prevent
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future and remedy existing impairment of visibility in Class I areas. More recently, the EPA issued the Regional Haze Rule in 1999 which mandates that
state and federal agencies work together to improve visibility in Class I areas.
Expanding visibility monitoring is key to the EPA’s mandates. Agencies
charged with monitoring typically use a combination of three techniques. First,
they utilize specialized equipment such as nephelometers, which measure light
scattering, and transmissometers, which measure light extinction. Second, they
use Mie scattering theory to calculate visibility based on measurements of airborne particulates. Finally, they deploy networks of cameras. For example, the
Interagency Monitoring of Protected Visual Environments (IMPROVE) program
has installed and maintains cameras in over two dozen national parks. In addition, over six regional air quality agencies have deployed visibility camera systems
in over 30 cities. These numbers are expected to grow.
Even if general-purpose cameras are not able to measure visibility as accurately as specialized equipment, they represent an attractive alternate since they
are considerably less expensive and easier to deploy (a transmissometer requires
a precisely calibrated transmitter and receiver separated by several kilometers
and costs over $10,000). Plus, the cameras can serve other purposes. In fact,
an eventual goal of this work is to see how well visibility monitoring can be
piggy-backed onto existing networked cameras, such as webcams.
The images acquired from visibility cameras are currently used for qualitative
analysis only. This paper explores automated techniques for deriving quantitative
measures of visibility based on image contrast and acuity. A ground truth dataset
is used to assess the eﬀects of parameter settings. Our ﬁndings are an important
step towards using low-cost general-purpose cameras for quantitative visibility
monitoring.

2

Related Work

While there is a large body of work on the related problem of improving the
ﬁdelity of images taken under hazy conditions, not much eﬀort has investigated
using the images to measure atmospheric visibility. Caimi et al. [1] review the
theoretical foundations of estimating visibility using image features such as contrast, and describe a Digital Camera Visibility Sensor system, but they do not
apply their technique to real data. Kim and Kim [2] investigate the correlation between hue, saturation, and intensity, and visual range in traditional slide
photographs. They conclude that atmospheric haze does not signiﬁcantly aﬀect
the hue of the sky but strongly aﬀects the saturation of the sky, but they do
not use the image features for estimating visibility. Baumer et al. [3] use an
image gradient based approach to estimate visual range using digital cameras
but their technique requires the automatic detection of a large number of targets, some only a few pixels in size. This detection step is sensitive to parameter
settings and would not be robust to camera movement. Also, for ranges over
10 km, they only compare their estimates with human observations which have
limited granularity. Luo et al. [4] use Fourier analysis as well as image gradient
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to estimate visibility but they also only compare their estimates with human
observations. Raina et al. [5] do compare their estimates with measurements
taken using a transmissometer-like device but their approach requires the manual extraction of visual targets. The work by Molenar et al. [6] is closest to the
proposed technique in that it is fully automated and the results are compared
with transmissometer readings. However, their technique uses a single distant,
and thus small, mountain peak to estimate contrast and thus is very sensitive
to camera movement.
In contrast, our approach is automated, does not rely on the detection of
small targets, is robust to modest camera movement, and performs favorably
when compared with ground truth transmissometer readings. We also perform
a more thorough investigation into the image features than the works above.

3

Methodology

Visibility is a measure of how well an observer can see through the atmosphere.
This can either refer to the maximum distance at which a dark object is just
visible against the background sky, also known as the visual range, or, more
generally, as the clarity of of objects in the distance, middle, or foreground. Our
approach uses the later interpretation and employs both measures of contrast in
the spatial domain and energy in the frequency domain as estimates of visibility.
We compare our estimates to those of transmissometers which assess visibility
by measuring the amount of light lost over a known distance.
Transmissometers measure the extinction of light bext which is related to
observed contrast Cr of an object viewed against the sky at a distance r through
[7]
Cr
= exp−bext r .
(1)
C0
Here, C0 is the contrast of the object when r = 0; i.e., when there is no extinction
by the intervening atmosphere.
3.1

Contrast in the Spatial Domain

We ﬁrst measure observed contrast using the horizon. Assuming the location of
the horizon is known, Cr is computed as the diﬀerence between the means of the
pixel values above and below the horizon. Let Pabove be the set of pixels above
the horizon and Pbelow be the set of pixels below the horizon. Then,
Cr =

1
#Pabove


p∈Pabove

f (p) −

1
#Pbelow



f (p)

(2)

p∈Pbelow

where f (p) is the value of pixel p. For the sake of this work, we use a manually
reﬁned segmentation mask to determine the location of the horizon. This mask
is derived once using a relatively clear day early in the year.
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Fig. 1. Sample image of Camel Mountain (CAME). Contrast is computed as the difference between bands of pixels above and below the horizon. Diﬀerent sized bands are
considered.

We refer to Cr above as the absolute contrast. We also compute the relative
contrast by dividing Cr by the mean of the pixel values above the horizon. This
is motivated by the fact that the human visual system’s ability to discriminate
between a target and background depends not only on the diﬀerence between
their intensities but also on the intensity of the background.
To investigate how localized the contrast measurement should be, we consider
diﬀerent sized bands of pixels above and below the horizon. A particular case for
a band of size d pixels is shown in ﬁgure 1. In order to make the approach more
robust to moderate camera movement, we discard diﬀerent sized margins of pixels
right at the horizon (ddiscard << d). Since the scattering and absorption of light
by particles is wavelength dependent, we compute contrast using each of three
color channels, red, green, and blue, as well as intensity (grayscale values). Thus,
f (p) in equation 2 above is the red, green, blue or grayscale value of pixel p.
Finally, we use image registration techniques to compensate for camera movement due to wind. We assume each image has undergone an aﬃne transformation. The translation, rotation and scale parameters of this transformation are
estimated using the method in [8] and the horizon segmentation mask is updated
accordingly.
3.2

Energy in the Frequency Domain

We also consider the energy of the image within select frequency bands as a
measure of visibility. The images are split into non-overlapping blocks to localize
the analysis. The energy for each block is then computed as

||Fblock (u, v) · Hu,v ||2
(3)
Energy =
u,v
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Fig. 2. Sample image of South Mountain (SOMT)

where Fblock (u, v) is the Discrete Fourier Transform (DFT) of a block, H(u, v)
is a frequency selective ﬁlter, and u, v are the coordinates in the 2D discrete
frequency domain. Three kinds of ideal ﬁlters are considered: low-pass, bandpass, and high-pass. A range of cut-oﬀ values is considered for each ﬁlter type.
We perform a linear ﬁt between the computed energy and the transmissometer
readings.
The atmosphere is considered to be a low-pass ﬁlter [9] so we expect that the
eﬀect of the atmosphere will be greatest in image regions with high-frequency
information. This makes intuitive sense since distant scenes appear less detailed
on hazy days than clear days.

4

Dataset

The dataset consists of images and transmissometer measurements from the
Phoenix region acquired as part of the PhoenixVis.net project managed by the
Arizona Department of Environmental Quality. Digital images with resolution
1600x1200 pixels were acquired every 15 minutes for two scenes, Camelback
Mountain (CAME) and South Mountain (SOMT). Sample images are shown in
ﬁgures 1 and 2. The SOMT images span all of 2006 while the CAME images span
January through mid-August. We select only images taken at noon to minimize
the eﬀect of sun angle.
Since contrast and frequency features are based on pixel diﬀerences, we do
not expect them to depend on small variations in the overall brightness between
images. Thus, we do not account for diﬀerences in camera settings such as from
auto-exposure since the images are acquired at the same time each day.
The ground truth transmissometer readings, bext , were acquired every hour for
2006. The cameras are located on mountains to the north and south of Phoenix
and face each other. The transmissometer is located between the mountains. So,
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Fig. 3. Example of linear regression between bext measured using a transmissometer
(the ground truth) and bext computed as the log of image contrast. Note we are only
interested in the quality of the ﬁt and not the actual values.

while the transmissometer is within the ﬁeld of view of the cameras, spatial inhomogeneity in the atmosphere could limit the correlation between measurements
from the cameras and the ground truth measurements from the transmissometer.

5

Results

The primary objective of this work is to use the ground truth transmissometer
readings to compare the diﬀerent approaches and parameter settings described in
section 3. For each approach, we compute the correlation between our estimate
of the extinction coeﬃcient, bext , and the ground truth as measured by the
transmissometer, bext . In the spatial domain, bext is computed as the log of the
contrast as computed in equation 2. In the frequency domain, bext is the energy
as computed in equation 3. We perform (vertical) linear regression between the
estimated and measured extinction coeﬃcients, as shown in ﬁgure 3, and use
the coeﬃcient of determination, R2 , as a measure of the ﬁt. A larger R2 value
indicates a higher correlation and thus a better approach. This allows us to
compare the approaches without providing explicit values for C0 , r, or other
scaling and oﬀset parameters, since they do not aﬀect the quality of the ﬁt as
measured using R2 . If our objective was to predict bext then we would need to
determine the values of these scaling and oﬀset parameters. This is future work.
In order to minimize the eﬀect of seasonal variation, we perform the linear
regression one month at a time and use the average of the monthly R2 values
for comparing approaches.
5.1

Contrast in the Spatial Domain

We assume that the eﬀects of the diﬀerent approaches are to a ﬁrst order approximation independent in order to avoid evaluating all possible combinations.
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Table 1. R2 values for bands of diﬀerent sizes
25
50
100 200
CAME 0.604 0.580 0.550 0.432
SOMT 0.182 0.389 0.604 0.524

The size of the band of pixels turns out to have the largest eﬀect so we consider
it ﬁrst. Table 1 shows the R2 values for diﬀerent sized bands. The optimal setting is scene dependent. A smaller band is shown to be better for CAME. We
hypothesize this could be for two reasons: 1) it is taken from a lower vantage
point than SOMT and thus the regions below the mountains are too close to be
eﬀective targets, and 2) it undergoes less camera movement. The results from
incorporating image registration shown below help to resolve this.
We next ﬁx d = 25 for CAME and d = 100 for SOME, and investigate the
eﬀect of the size of the band of discarded pixels, ddiscard . We originally postulated
that ignoring pixels close to the horizon would make the contrast measurement
more robust to camera movement. However, even though both cameras move
over the course of the year, the diﬀerence in R2 values between discarding 0,
5, and 10 pixels is less than 0.01 for both cameras. It seems that the eﬀects
of misalignment of the segmentation mask are averaged out by the size of the
regions used to compute the contrast.
The scattering of light by small particles is wavelength dependent so we investigated which spectral channel is most eﬀective for measuring contrast. Atmospheric scattering is most pronounced for blue light (this is why the sky is
blue), leading us to postulate that there might not be suﬃcient contrast between
the mountain and sky in the blue channel. The R2 values for diﬀerent spectral
channels are shown in table 2. The results are mixed and scene dependent. The
blue channel is shown to be the worst choice for SOMT but not for CAME. The
green channel is optimal or near-to for both cameras so it is the best channel
overall. This ﬁnding agrees with previous results [6]. But, intensity performs
comparable to the green channel so it is a reasonable choice since intensity images are smaller and thus less costly to transmit and store (assuming that the
spectral separation cannot performed at the remote camera site).
Table 2. R2 values for diﬀerent spectral channels
red green blue intensity
CAME 0.520 0.627 0.617
0.604
SOMT 0.601 0.599 0.575
0.604

Using absolute instead of relative contrast resulted in higher R2 values for both
cameras but the increase was only around 0.02. For completeness, we investigated
a linear relationship between observed contrast and extinction coeﬃcient. This
resulted in lower R2 values for both cameras conﬁrming that the exponential
relationship of equation 1 is correct.
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The cameras are observed to move during the course of the year which can
result in inaccuracies in the segmentation mask used to locate the horizon. Therefore, we apply image registration techniques [8] to estimate the camera movement
between consecutive images and update the mask. This is shown to improve the
results, especially for SOMT which experiences more movement. Table 3 shows
the results for diﬀerent sized bands when using registration to update the mask.
Compare these results with those in table 1. A smaller band is now optimal
for both cameras. The previously observed poor performance of SOMT with a
smaller band can now be attributed to the increased camera movement and not
the diﬀerence in vantage point.
Table 3. R2 values for bands of diﬀerent sizes when image registration is used to
correct for camera movement
25
50
100 200
CAME 0.607 0.581 0.552 0.431
SOMT 0.617 0.598 0.489 0.608

5.2

Energy in the Frequency Domain

Since the atmosphere can be considered a low-pass ﬁlter, we expect the high frequency information in an image to be most informative for estimating visibility.
To conﬁrm this, we compute the energy in diﬀerent frequency ranges by ﬁltering
with low-pass, band-pass, and high-pass ﬁlters.
Since the frequency content of an image varies spatially, we ﬁrst partition
the image into 24 non-overlapping 256-by-256 pixel blocks. The energy of each
ﬁltered block is then computed using equation 3. We perform linear regression
between the energy of each block and bext as measured by the transmissometer
to assess the correlation between diﬀerent frequency components and visibility.
Table 4 presents the results of ﬁltering the blocks using a low-pass ﬁlter with
a cutoﬀ frequency ranging from 0+, which corresponds to the DC component
only, to 1.0, which corresponds to an all-pass ﬁlter. The results are the average
R2 values for the six horizontal blocks containing the horizon. These were found
to be more informative than the other 256-by-256 blocks. As expected, the best
results are obtained using the high-frequency information.
Table 5 presents the results of ﬁltering the blocks using a high-pass ﬁlter
with a cutoﬀ frequency ranging from 0-, which corresponds to an all-pass ﬁlter
except for DC, and 1.0-, which corresponds to a ﬁlter which preserves only
Table 4. R2 values for low-pass ﬁlters with cutoﬀ frequencies ranging from 0+, which
corresponds to the DC component only, to 1.0, which corresponds to an all-pass ﬁlter
0+
0.2
0.4
0.6
0.8
1.0
CAME 0.114 0.382 0.466 0.490 0.498 0.501
SOMT 0.349 0.115 0.376 0.453 0.477 0.486
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Table 5. R2 values for high-pass ﬁlters with cutoﬀ frequencies ranging from 0-, which
corresponds to an all-pass ﬁlter except for DC, and 1.0-, which corresponds to a ﬁlter
which preserves only those components outside the largest circle that can be inscribed
inside the 2D discrete frequency plane (i.e., the corners)
00.2
0.4
0.6
0.8
1.0CAME 0.507 0.534 0.522 0.502 0.484 0.434
SOMT 0.499 0.560 0.553 0.541 0.531 0.530

those components outside the largest circle that can be inscribed inside the 2D
discrete frequency plane (i.e., the corners). There are two interesting things to
note about these results. First, including low frequency information degrades the
performance. Second, the best results include the mid-range frequencies.
To further explore the mid-range frequencies, we applied a band-pass ﬁlter
with a pass band centered at one half the Nyquist frequency, and a bandwidth
ranging from 0+, which corresponds to a narrow pass band, to 1.0, which corresponds to an all-pass ﬁlter. Table 6 contains these results. The interesting thing
to note about these results is that the mid-range frequencies turn out to be as or,
in the case of SOMT, more informative than the high frequencies. This is likely
an artefact of the lossy JPEG compression which discards the high frequency
information. We were not able to acquire images that had not been compressed.
Table 6. R2 values for band-pass ﬁlters centered at one half the Nyquest frequency
and with bandwidth ranging from 0+, which corresponds to a narrow pass band, to
1.0, which corresponds to an all-pass ﬁlter
0+
0.2
0.4
0.6
0.8
1.0
CAME 0.242 0.526 0.530 0.532 0.529 0.501
SOMT 0.261 0.560 0.562 0.563 0.559 0.486

We next investigate which regions of the image are the most eﬀective for frequency based analysis. To further localize the analysis, we partition the images
into 108 non-overlapping 128x128 pixel blocks. A band-pass ﬁlter with a bandwidth of 0.6 is then applied to each block and the remaining energy is linearly
regressed against the transmissometer readings. These results are displayed visually in ﬁgures 5 and 6 in which the blocks with higher R2 values are made to
appear more red. As expected, the sky regions do not contain high frequency
information and therefore are not eﬀective for estimating visibility. In CAME,
the most informative regions contain the horizon. However, in SOMT, the most
informative regions are those just below the horizon. These regions contain lots
of detail and are distant enough to be aﬀected by the intervening atmosphere
(unlike the regions just below the horizon in CAME which also contain lots of
detail but are too close). There is also a nice gradient present in the R2 values as
the blocks get closer to the camera. This gradient is also evident in ﬁgure 4 which
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Fig. 4. Plot of R2 versus block number for SOMT for 128 × 128 blocks

Fig. 5. The regions in CAME most eﬀective for frequency based analysis. Blocks with
higher R2 values are made to appear more red.

plots R2 versus block number. The blocks are numbered one to 108 in raster scan
order. Note how R2 decreases with block number starting from approximately
the middle of the image.

6

Discussion

The results above demonstrate the potential for using general-purpose cameras
to estimate atmospheric visibility. In particular, we show the correlation between features automatically extracted from the images and standard measures
of visibility from transmissometers. R2 values above 0.6 are achieved for two
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Fig. 6. The regions in SOMT most eﬀective for frequency based analysis. Blocks with
higher R2 values are made to appear more red.

cameras from the Phoenix region. Our approach compares favorably with previous approaches although a direct comparison is diﬃcult because we use transmissometer readings as the ground truth whereas most other approaches use
human observations which are much coarser. Unlike other approaches, ours can
be completely automated and is robust to camera movement.
We explore two approaches. In the ﬁrst approach, image contrast is measured
in the spatial domain using bands of pixels above and below the horizon. We show
that it is better to use a narrow band of pixels especially if image registration is
performed to correct for camera movement. If color images are available then the
green channel is shown to be the best choice. In the second approach, the energy
in diﬀerent image frequency bands is computed through ﬁltering. We conﬁrm
that the atmosphere acts as a low-pass ﬁlter. We also demonstrate that distant
regions containing lots of detail are the most eﬀective for estimating visibility.
We are extending this work to consider diﬀerent image modalities such as polarized and hyperspectral images to further exploit the physics of light scattering
by the atmosphere. We are also investigating other applications such as estimating air pollution due to airborne particulates and measuring solar irradiance.
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