IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 22, NO. 5, MAY 2013

1689

Bayesian Saliency via Low and Mid Level Cues
Yulin Xie, Huchuan Lu, Member, IEEE, and Ming-Hsuan Yang, Senior Member, IEEE
Abstract— Visual saliency detection is a challenging problem
in computer vision, but one of great importance and numerous
applications. In this paper, we propose a novel model for bottomup saliency within the Bayesian framework by exploiting low and
mid level cues. In contrast to most existing methods that operate
directly on low level cues, we propose an algorithm in which
a coarse saliency region is first obtained via a convex hull of
interest points. We also analyze the saliency information with
mid level visual cues via superpixels. We present a Laplacian
sparse subspace clustering method to group superpixels with
local features, and analyze the results with respect to the coarse
saliency region to compute the prior saliency map. We use the
low level visual cues based on the convex hull to compute the
observation likelihood, thereby facilitating inference of Bayesian
saliency at each pixel. Extensive experiments on a large data
set show that our Bayesian saliency model performs favorably
against the state-of-the-art algorithms.
Index Terms— Laplacian sparse subspace clustering, saliency
map, visual saliency.

I. I NTRODUCTION

B

IOLOGICAL vision systems tend to find the most informative region in a scene naturally and then further
process rich visual contents of that area. In recent years,
numerous computational saliency models have been proposed
to simulate biological vision systems for tackling the information overload problem. Numerous tasks in computer vision,
such as image categorization [1], interest region detection [2],
image compression [3], [4] and object localization [5] also
benefit from saliency detection as a preprocessing step to focus
on the area of great importance.
The saliency measure, being closely related to how we
perceive and process visual stimuli, usually results in a map
where each value describes how the pixel stands out from
its surroundings in the image. Viewed from the information
processing perspective, these algorithms can be categorized
into bottom-up (stimuli-driven) or top-down (goal-oriented)
approaches. Top-down saliency measure is concerned with
a specific object class and the map indicates where their
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instances are likely to occur in the scene. Salient visual
information of a specific class is learned from a large number
of images containing object instances in a supervised manner.
In contrast, bottom-up saliency maps are formulated mainly
based on low-level visual stimuli. One of the frequently
adopted principles is center-surround contrast that computes
the saliency of a pixel or a region by the difference against
its neighborhood. As no prior knowledge regarding the size
of the salient object is provided, the contrast is usually computed at multiple scales. In addition, exhaustive search with
sliding windows is often necessary in order to locate salient
objects. Another commonly adopted bottom-up approach is the
information maximization principle which has been applied to
predicting positions of eye fixation. This principle suggests
that the human visual system tends to focus on the most
informative points in an image in order to efficiently analyze
the scene [6]. Sparse codes of natural image statistics are often
learned to model the simple-cell receptive fields in the primary
visual cortex of primates [7], [8] for computing saliency
maps.
While existing bottom-up saliency models have demonstrated impressive results, there remain several issues to be
addressed. One of the main problems is that bottom-up
methods usually respond more to numerous unrelated lowlevel visual stimuli than the objects of interest in cluttered
backgrounds. Another issue lies in their inability to uniformly
highlight the saliency object, as center-surround approaches
often highlight the object boundary and the infomax saliency
models tend to focus on eye fixation points. Finally, some
bottom-up algorithms are computationally expensive as they
often entail exhaustive search at multiple scales and neighborhoods to compute saliency measure at each pixel.
In this paper, we address these problems with a Bayesian
saliency model by exploiting low and mid level cues to generate saliency maps based on the center-surround principle. First,
we compute the convex hull of interest points for a coarse
region estimation of the salient object. The prior map of the
proposed Bayesian saliency model is computed based on the
coarse saliency region and our Laplacian sparse subspace clustering method. In contrast to [9] which measures saliency with
contrast between scanned windows and surrounding regions,
our formulation is more efficient and effective by exploiting
mid level cues and better metrics [10]. Our clustering method
extends the sparse subspace clustering [11] by introducing a
regularization term with a Laplacian matrix at the superpixel
level. This regularization term further enforces similar superpixels to be clustered into the same group. In addition, we
use the low level visual cues within and outside the convex
hull to compute the observation likelihoods at each pixel,
and the Bayesian saliency measure is therefore computed. We
extensively evaluate the performance of the proposed Bayesian
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model in terms of the proposed clustering algorithm, the prior
probability and the saliency measure on a publicly available
benchmark data set with ground truth annotations. Compared
with the state-of-the-art saliency methods, our Bayesian model
demonstrates significant improvements over prior methods
with higher precision and recall.
II. R ELATED W ORK
Recent years have witnessed significant progress in bottomup [9], [12]–[29] and top-down [30]–[33] visual saliency
models. Numerous bottom-up models have been proposed for
explaining visual attention based on different mathematical
principles. Itti et al. [16] present a bottom-up method in which
an input image is represented with three features including
color, intensity and orientation in different scales. The centersurround operations are implemented by difference of filter
responses between two scales to obtain a set of feature maps
for a given feature. The feature maps are then normalized and
linearly combined to construct the final saliency map. Kadir
and Brady [20] define saliency based on Shannon entropy of
image contents within a local neighborhood, and different from
Gilles [19], multi-scale neighborhood representation is taken
into consideration. Bruce and Tsotsos [21] develop a method
which maximizes the self-information of local image contents
via independent component analysis for inferring saliency
maps. In [22], Harel et al. define a graph on the image and
employ random walks to compute visual saliency. The saliency
measure at a spot is proportional to the frequency of visits at
the equilibrium of the random walk. Different from bottom-up
saliency models that process solely the input image, Zhang et
al. [24] present a bottom-up saliency measure that exploits
statistics of natural images. Their saliency model performs
well for predicting human eye fixations when subjects look
at images freely (i.e., not actively searching for a particular
target). In [25], Achanta et al. exploit the center-surround
principle by comparing color features of each pixel with
average values of the whole image to compute the salience.
While this method is simple and efficient, it is not effective for
images with cluttered backgrounds. Furthermore, due to lack
of prior knowledge, multi-scale contrast [9], [27] or multicues integration [34] techniques are usually adopted in the
center-surround principle to enhance the saliency maps for
highlighting the real salient object.
Mid level cues contain rich structural information of images
that facilitates high level visual perception and image analysis [35]. Similar to the functions of V1 cells in the visual
cortex, mid level cues take local measurements of orientation,
contrast, disparity, color, spatial frequency into account for
inferring image structure. Numerous algorithms have been
proposed to exploit mid level cues for vision tasks [36]–[40].
Recently, Cheng et al. [28] propose a regional contrast based
saliency extraction algorithm with mid level cues which simultaneously evaluates global contrast differences and spatial
coherence. In [29], three feature maps based on local, regional,
as well as global features are developed and integrated with
a trained conditional random field model. Feng et al. [41]
present a segment-based method in which visual saliency is

measured by the cost of composing a window patch with the
remaining parts of an image.
Top-down algorithms posit the saliency detection problem
by considering visual information of a specific class of objects.
Zhang et al. [24] propose a Bayesian framework to detect
potential objects, in which top-down information of a known
target class is modeled by a likelihood function. In [42], Barlow’s principle of inference is adopted for feature selection and
top-down saliency detection. This saliency detector performs
well in selecting discriminative features for locating objects
in clutters. Marchesotti et al. [43] exploit visual similarity
among images to compute the saliency map. Given a test
image, they first retrieve a number of most similar ones from a
database and then learn a simple classifier with Fisher kernels
to separate salient (foreground) and non-salient (background)
regions. However, this method inevitably entails substantial
computational loads as a result of visual image search and
online classifier training.
III. P ROPOSED A LGORITHM
In this section, we present an efficient and effective
Bayesian saliency model using low and mid level cues. We
first present the basic notations of our Bayesian formulation
and then a method for coarse estimation of saliency regions
based on the convex hull that includes all the detected interest
points from low level cues. Next, the prior distribution is
estimated based on a novel clustering algorithm with mid level
cues represented by superpixels and coarse saliency regions.
Finally, the observation likelihood is computed based on the
center-surround principle with coarse saliency regions and thus
the Bayesian visual saliency map for an image.
An interest point detector is used to locate salient points of
the object. Next, the convex hull enclosing the salient points
is computed to estimate the approximate salient region. Based
on the estimated region, we formulate the saliency detection
as a Bayesian inference problem for estimating the posterior
probability at each pixel v of the image:
p(sal) p(v|sal)
p(sal) p(v|sal) + p(bk) p(v|bk)
p(bk) = 1 − p(sal)

p (sal|v) =

(1)
(2)

where p(sal|v) is a shorthand for probability of predicting
a pixel being salient p(sal = 1|v), p(sal) is the prior
probability of being salient at pixel v (Section III-B) and
p(bk) is the prior probability of a pixel belonging to the background. In addition, p(v|sal) and p(v|bk) are the likelihood of
observations (shorthands for p(v|sal = 1) and p(v|bk = 1))
(Section III-C). The goal is to produce a saliency map
where the probability of each pixel being salient is estimated.
Figure 1 shows some saliency maps generated by two methods.
A. Coarse Saliency Region Detection via Interest Points
Existing methods based on the center-surround principle
usually operate with low level cues. That is, the contrast with
respect to the neighborhood of a pixel is computed as its
saliency value. While these algorithms demonstrate promising
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Fig. 1. Saliency map. (a) Input image. (b) Saliency map generated by [9].
(c) Our saliency map. While both methods are developed within the Bayesian
framework, our method achieves better performance using mid and low level
visual cues.

results, such methods may be computationally expensive and
do not use structural information contained in the mid level
cues. The salient objects usually cannot be uniformly identified
as only some pixels with high contrast along the contours
can be determined based on low level cues. In addition, false
positive pixels are often introduced as saliency measures are
computed solely based on low level cues.
Rahtu et al. introduce a method based on Bayesian inference [9] in which the saliency measure is computed by
applying a sliding window to the image and comparing pixels
within and outside a kernel. However, this method entails an
exhaustive scan of sliding windows as structural information
of the salient region is not exploited. In this paper, we first use
the salient points to compute the approximate location of the
salient object, and then exploit the properties of this region to
compute the final saliency map. This approach not only helps
alleviate high computational cost but also makes the proposed
saliency map more discriminative.
Most interest point detectors do not exploit color
information and may be sensitive to the background noise.
Weijer et al. [44] propose to exploit gradient information
of both grayscale and color channels to measure saliency.
The information of a color image derivative is computed
based on its frequency or probability, and a transformation
function is developed to boost color saliency. The color Harris
detector [45] is then operated on the image to detect feature
points. Compared with the intensity-based feature detectors,
the boosted color saliency points are shown to be more stable
and informative [44].
In this paper, we use the color boosted Harris point operator [44] to detect corners or contour points of salient regions
in a color image (Figure 2(b)). The saliency points provide
useful spatial information regarding the interesting object in
the scene. We eliminate those near the image boundary, and
compute a convex hull to enclose all the remaining salient
points (Figure 2(c)). As the detected interest points usually
surround the salient object, this method provides a coarse
region estimation. From this convex hull, we extract useful
information to compute the prior distribution and the observation likelihood.
B. Prior Distribution
Contrasted to existing methods formulated within the
Bayesian framework that use uniform prior distributions
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Fig. 2. (a) Input image. (b) Salient points. (c) Convex hull enclosing salient
points after points near the boundary are removed. (d) Mid level visual cues
via superpixels.

[9], [46], we propose a probabilistic prior map to better
describe the saliency measure. The proposed prior map is
computed based on the results of the superpixel clustering
(Figure 2(d)) and the coarse saliency region. In this paper,
we propose a Laplacian sparse subspace clustering (LSSC)
method to group superpixels. One of the main issues with
spectral clustering is how to construct an effective adjacency matrix that describes the similarity between each pair
of pixels accurately. It is usually redundant and inefficient
to consider a fully connected graph, and existing methods
compute the matrix using the local neighborhood information (e.g., Gaussian kernel). However, these methods usually
encounter the ensuing problem with scale and almost always
ignore similarities between pairs of points with large spatial
distances.
1) Sparse Subspace Clustering Algorithm (SSC): In [11],
an algorithm that exploits sparse similarity matrix for spectral
clustering is proposed. It is motivated by the observation
that each data point in a union of subspaces can always
be represented as a linear or affine combination of all the
other points. As each point is assumed to belong to a unique
subspace, it can be represented by a small set of points of that
subspace. Consequently each point has a sparse representation
when the entire set of data points is considered. By searching
for the sparsest combination of each point, it determines the
points lying in the same subspace. This leads to a sparse
similarity matrix, from which segmentation can be obtained
by spectral clustering in a way similar to [47].
Given a new data point u, it can be represented as an affine
combination of the points in the same subspace. The sparse
representation of each point u ∈ R D can be recovered by the
following modified basis pursuit algorithm [48]:
min c1

subject to

u = U c and c 1 = 1

(3)

where U = {u1 , u2 , . . . , u N } is the data matrix of N points,
and the nonzero entries in the optimal solution c ∈ R N
correspond to points in the same subspace as current point u.
Let Uî ∈ R D×(N−1) be the matrix obtained from the matrix
U by removing its i -th column ui . The point ui has a sparse
representation with respect to the basis matrix Uî :
min ci 1

subject to

ui = Uî ci and ci 1 = 1

(4)

where ci ∈ R(N−1) . In practise, one needs to take the noise
term into consideration, and model the i -th point with ūi =
ui + ηi where the noise term ηi is bounded by ηi 2 ≤ ε.
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The sparse representation
of ūi can be computed with a

regularization term Uî ci − ūi 2 ≤ ε. However, as η is often
unknown the optimal problem is solved by:


min ci 1 + γ Uî ci − ūi 2 subject to ci 1 = 1 (5)
where γ is a small constant. With the γ fixed, the (5) can be
converted into:


min Uî ci − ūi 2 + λci 1 subject to ci 1 = 1 (6)
where λ is a small constant (we empirically set λ to 0.01 in the
experiments). With the sparsest representation of each point,
the affinity matrix that describes the connections between
points is obtained.
2) Laplacian Sparse Subspace Clustering (LSSC): While
the SSC method performs well in clustering, it uses only
low level visual cues. In this work, we exploit the mid level
visual information via superpixels for clustering. Furthermore,
it has been shown that due to the over-complete dictionary
(data matrix U ), a small variation of two similar data points
(i.e., superpixels in this work) may result in a drastically
different response to the basis of the codebook. In light of
this, we compute a constraint matrix to encode the relationship
between each pair of superpixels in a way similar to [49]. A
Laplacian regularization term based on the constraint matrix
is introduced in (6) to enforce that similar superpixels should
have similar sparse coefficients. Denote the constraint (affinity)
matrix as W , the resulting optimization problem is:




 ci − c j 2 Wi j
min Uî ci − ūi 2 + λci 1 + α/2




= min Uî ci − ūi 2 + λci 1 + α tr C LC 
ci 1 = 1

K
1 
si
K

(9)

k=1

where K is the size of a superpixel. From the feature vector u
N
of each superpixel, we have the data matrix U = {ui }i=1
. We
compute the covariance matrix to describe the relationships of
superpixels in terms of feature vector s. For each superpixel,
we calculate the compute 9 × 9 covariance matrix M:
⎞
⎛
σ11 · · · σ19
⎟
⎜
(10)
M = ⎝ ... . . . ... ⎠
σ91 · · · σ99

1  k
(si − u i )(s kj − u j )
K −1
K

(11)

k=1

(7)

where L is the Laplacian matrix defined as L = H
− W ,
and H is the diagonal matrix with row sums, Hii = j Wi j .
The parameter α is the weight that balances the effect of the
constrained regularization term (we empirically set it as α to
0.2 in our experiments), and we initialize ci by solving (5).
By inserting a zero vector at the i -th row of ci , we obtain an
N-dimensional vector, ĉi ∈ R N .
As a superpixel contains similar pixels and preserves the
structural information of a salient object, this representation
is adopted for clustering due to its stability and efficiency. In
this work, an image is segmented into N (e.g., N = 200 in
this work) superpixels using the SLIC algorithm [50] although
other methods can also be adopted. We consider these N
superpixels as a collection of data points drawn from a union
N
,
of n independent affine subspaces, represented as {ui }i=1
D
ui ∈ R , and apply the proposed LSSC algorithm to cluster
them into n groups.
For each image pixel within a superpixel, we represent it
with a nine-dimensional feature vector s,
s = [l a b Ix I y Ix x I yy β ∗ x β ∗ y]

u=

σi j =

ij

subject to

order derivatives of the image intensities in both x and y
axes, and x, y are coordinates of the pixel in an image. The
parameter β is a trade-off between color, image gradient, and
spatial features. Similar to the operations for color and image
gradient features, we normalize the spatial information x, y
to [0, 1]. The rationale is that pixels belonging to a salient
object tend to be closer in terms of spatial distance while
pixels of non-salient object usually spread out in an image.
However, if we use equal weight (β = 1) for the spatial
feature, clustering results of the pixels belonging to non-salient
objects are usually not accurate (e.g., pixels of a large object
may be split into two clusters). Thus, we choose β = 0.5
empirically to alleviate this problem.
The resulting superpixels are usually small and the contained pixels are quite similar. For each superpixel, we compute the mean feature vector u

(8)

where l, a and b are the pixel values in the CIELab color
space, Ix , I y , Ix x , I yy are the corresponding first or second

where sik is the i -th feature at the k-th pixel of the current
superpixel and u i is the mean of the i -th feature (i.e., the i -th
element in the feature vector u of the superpixel).
Given two superpixels, we compute their distance based on
the corresponding covariance matrices, M1 and M2 , to measure
the dissimilarity [10]:
 9

d(M , M ) = 
ln2 λ (M , M )
(12)
1

2

i

1

2

i=1

where {λi (M1 , M2 )}9i=1 are the generalized eigenvalues from
|λM1 − M2 | = 0. This distance measure obeys all metric
axioms [10]. Based on this distance, we compute each element
of the constraint matrix W , which measures the similarity of
two superpixels by:
W (M1 , M2 ) = exp(−ρd(M1 , M2 ))

(13)

where ρ is a small constant (e.g., ρ = 0.5 in this work).
We compute the Laplacian matrix L from the constraint
matrix W with the data matrix U to solve (7), where we
iteratively optimize each sparse code ci in a way similar
to the method in [49].
We then obtain a matrix of sparse

coefficients C = ĉ1 , ĉ2 , . . . , ĉN ∈ R N×N , which is not
necessarily symmetric. The symmetric similarity
 matrixfor the
spectral clustering is constructed by C̃i j = Ci j + C j i  . This
symmetric matrix C̃ is used to define a graph G = (V, E)
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(f)

Fig. 3. Sample results of our clustering method and prior probability map.
(a) and (d) Input images. (b) and (e) Clustering results. (c) and (f) Prior
probability map (larger pixel intensities denote higher probabilities).

where
the vertices V are the N superpixels, and an edge

v i , v j ∈ E if C̃i j is non-zero. The matrix C̃ is the adjacency
matrix of the graph G. The Laplacian matrix A of the graph
G is formed by the adjacent matrix as A
= B − C̃ where B is
a diagonal matrix with row sums, Bii = j C̃i j . We apply the
K -means algorithm to cluster the eigenvector of the Laplacian
matrix A to infer the segmentation. Figure 3(b) (e) show some
clustering results using our method.
3) Prior Map: Our clustering method can properly cluster
an image into n partitions from which the salient object can be
segmented well. However, the clustering algorithm is carried
out in an unsupervised manner without knowing the target
object. We use convex hull to address this problem. Given the
detected salient points described in Section III-A, we find a
convex hull to enclose them. We measure the saliency of a
cluster (segment) based on the number of pixels belonging
to the convex hull. Thus, we define the prior probability of
saliency for pixels of a cluster by
p(sal) =

|cluster ∩ hull|
|cluster |

(14)

where cluster denotes a cluster, hull denotes the convex hull
containing the salient points and |·| represents the total number
of elements in the set. For the clusters that do not overlap with
the convex hull (i.e., the coarse estimate of the salient object),
the prior probabilities are zero. For the pixels of a cluster
that intersects with the convex hull, the corresponding prior
probabilities are the same. Some results of prior saliency map
are presented in Figure 3(c) (f), which shows that the proposed
prior maps are closely related to the clustering results.
C. Observation Likelihood
We compute the likelihood probability p(v|sal) of (2) based
on the center-surround principle. As shown in Figure 4(a),
the observation likelihoods of pixels are computed based
on the color distributions of the kernel and its border. The
method in [9] generates more discriminative saliency maps
than existing methods, but it is computationally expensive
due to an exhaustive scan of windows with consideration of
neighborhoods at multiple scales. In contrast, as shown in
Figure 4(b), the use of convex hull to estimate the coarse
salient region significantly reduces the computational load.
Given the convex hull of interest points, we only need to

Fig. 4.
Observation likelihood based on the center-surround principle.
(a) Exhaustive scan of an image based on kernels and surroundings [9] to
estimate likelihood functions. (b) Likelihood function is computed based on
the coarse estimate of the salient region.

compute the salience of each pixel with respect to the salient
region.
The convex hull segments the image into two disjoint
regions: the inner region I and the outer one O. As all the
salient points are distributed in the region I , the pixels in
I tend to be salient while those in O are more likely to be
part of the background. This hypothesis is successfully applied
in [9], [51]. The saliency of a single pixel is determined by its
similarity to pixels of I as well as its difference from those of
O using color histograms. The CIELab color space is used as
it is designed to model human visual perception, and preserves
luminance as well as color information simultaneously. With
each pixel v represented by [l(v), a(v), b(v)], we compute
color histograms of regions I and O. Let N I be the number of
pixels in I , and N I ( f (v)) f ∈ {l, a, b} be the count that region
I contains f (v). Likewise, we represent color histograms of
pixels in O with N O , N O( f (v)) f ∈ {l, a, b}. For efficiency,
the three channels of the CIELab color space are assumed
to be independent. The observation likelihood at pixel v is
computed in the same way as [9] by
 N I ( f (v))
(15)
p(v|sal) =
NI
f ∈{l,a,b}

p(v|bk) =



f ∈{l,a,b}

N O( f (v))
.
NO

(16)

Plugging the prior (14) and observation likelihood functions
(15) and (16) into (2), we obtain a Bayesian saliency map
which assigns a probability to each pixel of an image.
IV. E XPERIMENTS
We present empirical evaluation and analysis of the proposed Bayesian saliency model against the state-of-the-art
methods on the MSRA salient object database [52] with the
labeled ground truth [25]. The MSRA data set includes two
sets of 25,000 images where each salient object is manually
labeled with rectangles. From this set, the salient objects of
1,000 images are segmented manually [25] for the ground truth
data with pixel-wise accuracy. The MATLAB source code is
available at http://faculty.ucmerced.edu/mhyang/code.
A. Evaluation of Convex Hulls and Clustering Algorithms
For each image we extract 30 interest points and remove
those near the image boundary (e.g., within 26 pixels of

B. Evaluation of Prior Maps
To demonstrate the effectiveness of our prior map, we
perform a comparative experiment which uses uniform probability for saliency detection, and refer it as the constant prior
probabilistic model (CPPM). The CPPM method is a Bayesian
model which integrates the constant prior probability and the
proposed observation likelihood to obtain a saliency map. That
is, both the CPPM and RA10 [9] methods use the same prior
probability but with different observation likelihood functions
(the former is based on the convex hull of detected interest
points whereas the latter is based on sliding windows). The
CPPM method and our saliency model both utilize the observation likelihood as described in Section III-C, but one with the
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image boundary). The average number of detected interest
points is 25 and the standard deviation is 4 based on the
1,000 images used in the experiments. We measure the overlap of the convex hull of detected interest points and the
region containing salient region with labeled ground truth
(i.e., |hull ∩ G F| |hull|). The average ratio is more than 60%
and thus the convex hulls provide good estimates of salient
objects.
In the proposed algorithm, we utilize the clustering results
to compute the prior saliency map. As this is an important step
of our method, we evaluate the results using other clustering
methods. To plot the precision-recall curves, we use fixed
thresholds to determine whether a pixel is salient or not. We
experiment on 1,000 images with labeled ground truth data by
varying the threshold T f from 0 to 255 as suggested in [25].
The precision P and recall R values are defined by
|S F ∩ G F|
|S F ∩ G F|
P=
, R=
(17)
|S F|
|G F|
where S F denotes the set of segmented foreground pixels
after a binary segmentation with a certain threshold and G F
denotes for the set of ground truth foreground pixels. The
curves demonstrate how well these prior maps highlight salient
regions in images, and provide a fair assessment of the two
clustering algorithms.
To demonstrate the effectiveness of our Laplacian relationship term, we use the proposed LSSC method to partition each
image into n clusters (where n varies from 4 to 9) and obtain
the prior maps. The results with 1,000 images are shown in
Figure 5 and we set the cluster number n to 7 for the best
trade-off between precision as well as recall.
We compare the saliency detection results using prior maps
based on the SSC method and the proposed LSSC algorithm.
The precision-recall curves are shown in Figure 5(b) and some
clustering results are presented in Figure 5(c). The proposed
LSSC method outperforms SSC as it not only clusters each
salient object more precisely (e.g., sign, swimmer, and duck)
but also better preserves boundaries. Note that the goal of
our LSSC method is to cluster the salient object as precisely
as possible, thus it does not matter whether the non-salient
regions are grouped well or not. Overall, the prior map based
on our LSSC method achieves higher precision and recall. The
performance gain of our algorithm over the SSC method can
be attributed to the proposed regularization term.
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Fig. 5. Comparison of clustering algorithms. (a) Precision-recall curves using
different number of clusters. (b) Precision-recall curves using prior maps based
on different clustering methods. (c) Clustering results.
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Fig. 6. Comparison of our algorithm with CPPM, which uses a uniform prior
distribution. (a) Input images. (b) Saliency map by RA10. (c) Saliency map
by CPPM. (d) Our prior probability map. (e) Our Bayesian saliency map.

proposed prior map (i.e., prior probability p(sal) at each pixel)
and the other with a uniform distribution for each pixel as
suggested in [9]. Some results of these three saliency maps are
shown in Figure 6 and the precision-recall curves are presented
in Figure 8. As both the CPPM and RA10 methods use the
same uniform prior probability but with different observation
likelihood functions, the results indicate the effectiveness of
the proposed likelihood function. In addition, our method
outperforms the CPPM and RA10 methods using a uniform
prior for each pixel, which demonstrates the effectiveness of
incorporating the proposed prior map into Bayesian saliency
detection.
C. Evaluation of Saliency Map Models
We evaluate the proposed saliency model with several
state-of-the-art methods: IT98 [16], GB06 [22], AC09 [25],
RA10 [9], and GC11 [28]. For fair evaluation, we use source

XIE et al.: BAYESIAN SALIENCY VIA LOW AND MID LEVEL CUES

1695

Fig. 7. Comparison of our saliency map with five state-of-the-art methods. (a) Test image. (b) IT98 [16]. (c) GB06 [22]. (d) AC09 [25]. (e) RA10 [9].
(f) GC11 [28]. (g) Proposed. (h) Ground truth.
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codes provided by the authors. The IT98 and GB06 models
do not generate full resolution saliency maps, and we scale
maps into the same size as the input image for comparison.
Figure 7 shows some sample results where brighter pixels
indicate higher saliency probabilities. In most cases, the IT98
and GB06 models are able to locate the salient objects, but
the saliency maps are generated in low resolution and tend to
highlight the boundaries and assign relatively low probabilities
to pixels inside the objects. The AC09 method estimates
saliency at each pixel by its color contrast to the average of
the entire image, and it does not work well when the salient
region and the background have similar color or the object
of interest is relatively large. On the other hand, the AC09
method uses only color features in the CIELab space which
are less effective for complex scenes. The RA10 model locates
the salient objects more precisely than the IT98 and AC09
methods, but it tends to highlight background pixels due to
the use of scanning windows. The GC11 algorithm computes
regional saliency based on color as well as spatial contrasts,
and it performs well in highlighting small salient objects.
However, it also inevitably identifies small background patches
incorrectly and cannot label all the pixels inside the salient
objects. Our method outperforms the RA10 model especially
when the size of the salient object is large. For scenes with
variegated objects, such as the flowers and balloon in the last
two rows of Figure 7, the GC11 model does not properly
estimate the saliency maps.
Overall, our model is able to better estimate saliency maps at
pixel level within and on the contour of the objects in cluttered
backgrounds. Furthermore, as shown in the first two rows of
Figure 7, our saliency measure does not assume that there is
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Fig. 8. (a) Precision-recall curve for our saliency map, five state-of-the-art
algorithms, and the CPPM method. (b) Mean precision, recall, and F-measure
values of the evaluated methods.

only one salient object in the scene. When multiple objects are
present in an image, the salient point detector determines the
boundary of the largest salient region containing them all, and
then our model locates individual region using the proposed
prior map as well as the observation likelihood function.
To further assess these methods and the CPPM method
discussed in Section IV-B, we segment salient objects based
on these saliency maps and evaluate the segmentation results.
We vary the threshold from 0 to 255 to obtain different
segmentations and compute the precision-recall curves. As
shown in Figure 8(a), our saliency model achieves the best
performance up to a precision rate above 0.9. The CPPM
method performs better than the RA10 model, which indicates
the effectiveness of the proposed prior probability map.
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map to initialize the terminal term Tv (L v ) as

Fig. 9. Image segmentation based on the graph cut algorithm [53] and our
saliency maps. Columns from left to right: original image, our saliency map,
segmentation result.

When the threshold T f is close to 255, the recall values
of IT98, GB06, AC09, and GC11 models decrease to 0 as
their saliency maps do not respond to the objects of attention
as shown in Figure 7(b) (c) (d) and (f). The minimum recall
value of the proposed method and the RA10 model do not
drop to zero because the corresponding saliency maps are able
to effectively detect the salient region with strong response.
Moreover, the minimum recall values of our method are higher
than those of the RA10 model, which indicates our saliency
maps are more precise and responsive to the salient regions.
D. Applications to Visual Attention and Image Segmentation
Numerous saliency map models have been applied to visual
attention and object segmentation. Ma and Zhang [54] use
region growing and fuzzy theory on their saliency maps to
locate objects of attention with rectangles. Han et al. [55]
employ a Markov random field to group pixels of the prominent object based on their saliency maps and low level features
such as color, texture and edge. Achanta et at. [25] average
saliency values within segments obtained from the mean shift
clustering algorithm and flexible thresholds for object segmentation. In [28], Cheng et at. apply the saliency map results
to initialize the iterative grab cut algorithm [56] for object
segmentation, whereas we use the graph cut algorithms [53]
in this work. Let L represent the binary segmentation of an
image and L v be the label of each pixel v ∈ V which can be
either foreground obj or background bkg. The energy function
E is defined as
E(L) = T (L) + ρ · B(L)

Tv (L v )
T (L) =

(18)
(19)

v∈V

B(L) =



{v 1 , v 2 }∈N
L v1 = L v2

exp(−

(Iv 1 − Iv 2 )2
1
)·
2σ 2
di st (v 1 , v 2 )

(20)

where di st (v 1 , v 2 ) is the Euclidean distance between two
pixels. The boundary term B(L) describes boundary property
of the segmentation L, and the terminal term Tv (L v ) is the
penalty of assigning label L v to pixel v. We use our saliency

Tv (obj ) = p(sal|v)

(21)

Tv (bkg) = 1 − p(sal|v).

(22)

Some segmentation results are shown in Figure 9. The boundary term B(L) works complementarily with the terminal term
T (L) via our saliency map for better segmentation results. The
graph cut algorithm properly removes the non-salient pixels
mistakenly detected in the saliency map and delineate the
boundary of the prominent objects.
We apply the graph cut algorithm for image segmentation
with different saliency maps for evaluation. For every segmented image, we compute the precision, recall and F-measure
with the ground truth data. The F-measure is defined as
Fβ =

(1 + β 2 )P × R
β2 × P + R

(23)

where P and R denote precision and recall. We set β 2 to
0.3 in our experiments to weigh precision more than recall
as suggested in [25]. The precision, recall and F-measure of
each segmentation based on a saliency map are averaged over
1,000 images, and the results are shown in Figure 8(b). Among
all the methods, our algorithm achieves the best accuracy
with higher recall (0.87) and one of the best F-measure
values (0.75). We note that the reported values are different
from those reported in [28] as different graph cut algorithms
are used in the experiments (i.e., we use the saliency maps
generated from [28] with the graph cut algorithm [53]). The
uniform saliency map method and the GC11 model achieve
better precision scores but their recall values are much lower
than those of our method. Notice that the AC09 model
performs worse in segmentation as its saliency maps are not
sharp as shown in Figure 7 and do not delineate the saliency
regions well (i.e., its terminal term T (L) is not effective).
The segmentation results of 1,000 images can be found at
http://faculty.ucmerced.edu/mhyang/saliency-map12.html.
E. Failure Cases
Our Bayesian saliency model performs favorably against
existing algorithms with higher precision and recall. However,
as the prior map and the observation likelihood are both based
on the convex hull enclosing the salient points, the proposed
method does not work well if the interest points do not
appear around the saliency region or the points scatter over
a rather large region as shown in Figure 10(b). In addition,
when the clustering results are not precise, some background
pixels may be mistakenly included in the proposed prior map
(Figure 10(c)). In such cases, the final saliency map only
minimizes the influence of the imprecise prior probability
distribution, but does not completely remove the background
pixels as shown in Figure 10(d) and (e). On the other hand,
the other saliency map models do not perform well in such
cases.
F. Discussion
Among the main components of our algorithm, the most
important ones are the proposed prior map and clustering
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Fig. 10. Failure cases of saliency map models. (a) Input images. (b) Harris points and convex hull. (c) Clustering results. (d) Our prior maps. (e)–(j) Saliency
maps by IT98 [16], GB06 [22], AC09 [25], RA10 [9], and GC11 [28].

with super pixels. In Section IV-B and Figure 6, we show
some prior maps generated by our algorithm with evaluation
against other methods. The most time consuming part of
the proposed saliency map model lies in the LSSC step as
it involves 1 optimization. In addition, other color interest
point detectors can also be used in the proposed algorithm.
In addition, while it is possible to use other segmentation
method (e.g., [57]) in our algorithm, it is not clear whether
additional improvements can be obtained when compared with
efficient and effective mid level representations obtained in
superpixels. Such analysis is beyond the scope of this work
and best considered for specific applications.
V. C ONCLUSION
In this paper, we propose a novel bottom-up saliency model
within the Bayesian framework using low and mid level visual
cues. Based on the informative saliency points, an algorithm
that does not entail exhaustive scan of windows or choosing
proper neighborhood scale is introduced. In addition, we
propose a new image clustering method at the superpixel level
using sparse representation and apply it to compute the prior
distribution of saliency. We incorporate the prior probability
map within the Bayesian inference framework and evaluate
our method on a data set of 1,000 images with labeled ground
truth. Experimental results demonstrate the effectiveness of
our clustering method and saliency map model. Our method
generates more discriminative saliency maps with higher precision and recall than state-of-the-art algorithms. Furthermore,
as neither prior learning process nor a specific image category
is required, our algorithm can be easily incorporated with
other applications as a crucial initialization step such as image
segmentation with graph cuts.
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