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Implementation Details

We provide additional implementation details for all the video propagation tasks
that we considered in the paper. All the source codes, models and dataset will
be released to the public.
Color propagation. For color propagation considered in the paper, we train
both the basic and switchable TPN networks, for 10 epochs, on the COCO [1]
dataset, and then fine-tune them on the ACT [2] dataset for 4 epochs. For both
networks we keep the number of training epochs the same to ensure a fair comparison. To pre-train our networks on the COCO image-based dataset, we sample
two sets of similarity transformation parameters from s ∈ [0.9, 1.1], θ ∈ [−15, 15]
and dx ∈ [−0.1, 0.1] × b, where b = min(H, W ) and use them to create two
geometrically transformed versions of each training image. Then we randomly
crop 256 × 256 sized patches from the same location of the two transformed images. While fine-tuning the models on the ACT video-based dataset, we skip the
step of applying geometric transformations to the frames and simply generate a
pair of 256 × 256 sized patches by randomly cropping from the same location of
two different video frames. Additionally, we randomly sample the pairs of video
frames to use together, on-the-fly, during training.
HDR propagation. The HDR images that we collect contain 664 images and
2477 sampled video frames in total. We increase the images to about 100K pairs
of 256 × 256 sized patches by randomly augmenting each image with different
parameters for the similarity transform and cropping patches (the cropping location is the same, while the similarity transform is different for a pair of samples).
The HDR video training set contains 24773 video frames (see Table 2). We augment them and generate 100K pairs for offline training by randomly selecting
two frames from a sequence as one training example. We do not apply any geometric transformation to video frames in order to maintain the original motion
information of the video, but simply crop them at the same location.
Following the notations of [3], our final HDR images (HDR with blending in
Table 3) are constructed by a simple pixel-wise blending method:
H(i) = f −1 (D(i)) ;
H(i) = exp (y(i)) + ε;

{i|Ĥ(i) < T }
{i|Ĥ(i) ≥ T }

(1)
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where D is the LDR image, Ĥ(i) = exp (y(i)) + ε is the estimated HDR image
produced by the network without blending, T is the threshold computed for the
key-frames, which removes 5% of the brightest pixels from it and is fixed for the
all frames to which the information from the key frame is propagated, and f (·) is
the camera curve proposed in [4]. Note that the blending is not used during the
training phase. Instead of designing a soft blending mask as in [3], we directly
replace the pixels with the revised LDR images according to the threshold T .
Network architectures. Our guidance network has a symmetric U-net shaped
structure, where both the input and output have the same size. Since for the
segmentation propagation in videos, the architecture follows that of the [5] except that the top-most layer is removed in order to adapt to the lower resolution, we only introduce the architectures w.r.t the applications of color and
HDR propagation. The down-sampling part of the network has seven consecutive conv+relu+max-pooling (with stride of 2) layers. Starting from 8, each layer
has double the number of channels, resulting in 4 × 4 × 512 feature maps at the
bottleneck. In order to use the information at different levels of image resolution, we add skipped-links by summing features maps of the same size from the
corresponding down- and up-sampling layers. The down- and up-sampling parts
have symmetric configurations, except that for the up-sampling part the maxpooling layers are replaced by bilinear up-sampling layers. The last layer (the
back-end of the propagation module) has 2 channels (ab color channels) for color
propagation, and 3 (RGB ) channels for HDR propagation. The only difference
between color and HDR propagation is the dimensionality of the propagation
layer, as introduced in the paper. Note that the network (both the CNN and
the propagation part) is not restricted to be of the input image’s size during the
testing phase. See Fig. 2 in the paper as an example.
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Datasets and Additional Results

We present more details of our combined HDR dataset and additional results.
HDR datasets used in the paper. Since the availability of HDR images
and videos is rare, we collected many publicly available HDR image and video
datasets, which are listed in the Table 1 and Table 2.
A new self-collected HDR video dataset. In addition, we also develop a
new HDR video dataset containing diverse indoor/outdoor scenes. The dataset
contains 17 videos with about 13K frames. We test the HDRCNN [3] as well as
our switchable TPN on all the 17 videos using the same settings and evaluation
criteria as in the paper. Note that no video is used for training or finetuning the
models in this paper. We will provide more videos which supply as training data
for various HDR related tasks. All the data will be made available to the public.
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Table 1: HDR image datasets used in the paper.
HDR image datasets
name
source
training testing
Deep HDR [6]
http://cseweb.ucsd.edu/~viscomp/projects/SIG17HDR/
74
0
ETHyma
ftp://ftp.ivc.polytech.univ-nantes.fr/ETHyma/Images_HDR/
11
0
gward
http://www.anyhere.com/gward/hdrenc/pages/originals.html
33
0
hdrStanford http://scarlet.stanford.edu/~brian/hdr/hdrStanfordData.zip
88
0
mpi-inf [7]
http://resources.mpi-inf.mpg.de/hdr/gallery.html
13
0
hdrlabs
http://www.hdrlabs.com/sibl/archive.html
124
0
Funt-HDR
http://www.cs.sfu.ca/~colour/data/funt_hdr/
224
0
pfstools
http://pfstools.sourceforge.net/hdr_gallery.html
7
0
hdr-eye [8]
https://mmspg.epfl.ch/hdr-eye
46
0
Fairchild
http://rit-mcsl.org/fairchild/HDRPS/HDRthumbs.html
104
0
ESPL-LIVE [9] http://signal.ece.utexas.edu/~debarati/HDRDatabase.zip
150
0

Table 2: HDR video datasets used in the paper.
HDR video datasets (number of sequences/frames)
name
source
training testing
Boitard
https://people.irisa.fr/Ronan.Boitard/
7/1915
0/0
Stuttgart
https://hdr-2014.hdm-stuttgart.de/
30/16208 3/1761
MPI
http://resources.mpi-inf.mpg.de/hdr/video/ 2/1462
0/0
DML-HDR
http://dml.ece.ubc.ca/data/DML-HDR/
5/3006
0/0
hdrv [3]
http://hdrv.org/
9/2182 1/401

Online vs. offline propagation of color frames. Different from the application of HDR frame propagation which is designed as a prototype for HDR
video camera, color propagation can be used for simplifying video colorization
and editing. Therefore, the processing of video colorization can be offline, i.e.,
any frame to be colorized can be produced by utilizing the information from two
key-frames – the one that is preceding or following it, instead of a single one
before it. In this part, we provide the performance of a simply way to generate
offline propagation results: the propagation result of each frame is produced by
selecting the nearest key-frame out of the two key-frames. Such method provides
visually smoother qualitative results for video color propagation when videos can
be processed offline.
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Table 3: RMSE for video HDR propagation for the TPN output as well as the output
with LDR blending on our self-collected dataset. We fix the interval of key-frame K =
20. Reconstruction from single LDR [3] is compared under the same experimental
settings.
methods
HDR with blending HDR without blending
HDRCNN [10]
0.013
0.403
switchable TPN K = 20
0.008
0.039

Table 4: RMSE and PSNR (in parentheses) for offline video color propagation on the
ACT dataset for different key-frame spacing K.
eval
RMSE
PSNR
Interval
K = 10 K = 20 K = 30 K = 40 K = 10 K = 20 K = 30 K = 40
BTPNim+BTPNvd 3.48
4.26
4.77
5.11
38.50 37.06 36.29 35.76
BTPNim +STPNvd 3.03
3.80
4.29
4.63
39.78 38.16 37.31 36.71
STPNim +STPNvd 3.02
3.79
4.27
4.60 39.78 38.16 37.31 36.72
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Color transitions. We show more examples of color propagation between one
key-frame, and a random proceeding frame, which has a significantly different
appearance from the key-frame (τ ∈ [1, 29]) in Fig. 1.

Fig. 1: We show results of color propagation by the basic TPN where (a) shows keyframes with the ground truth color images provided, and (b) shows a new color frame
produced by propagating the color from (a), correspondingly. {ak , bk } and {ak+τ , bk+τ }
are the inputs and outputs of the TPN, respectively. All examples show obvious appearance transitions caused by the movement of objects between the frames. Our TPN
successfully transfers the color maps in (a) to (b), and produces colored frames Ik+τ .
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Basic TPN vs. switchable TPN for color propagation. We show more
examples of comparisons between the basic and switchable TPN architectures
in Fig. 2.

Fig. 2: We show the propagation of color from a key-frame (first column) to a new
frame, including the result produced by (second column) basic TPN and (third column)
switchable TPN. Details are shown in the pairs of close-up images on the right and
can be observed by zooming in.
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Switchable TPN vs. VPN [11] for color propagation. We show more
examples of the comparison between the switchable TPN and the video propagation network (VPN) [11] in Fig. 3 and Fig. 4.

Fig. 3: We show the propagation of color from a key-frame (first column) to several
proceeding frames (columns 2-4), including the result produced by VPN [11] in the
third row and our switchable TPN (fourth row). The first row shows the colored keyframe and the subsequent grayscale frames that are input to the network and the
second row contains the ground truth colored frames. Details are highlighted in the red
and blue boxes and can best viewed by zooming in.
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Fig. 4: We show the propagation of color from a key-frame (first column) to several
proceeding frames (columns 2-4), including the result produced by VPN [11] in the
third row and our switchable TPN (fourth row). The first row shows the colored keyframe and the subsequent grayscale frames that are input to the network and the
second row contains the ground truth colored frames. Details are highlighted in the red
and blue boxes and can best viewed by zooming in.
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Switchable TPN vs. HDRCNN [3] for HDR propagation. We show
more examples of the comparison between the single LDR image-based HDR
reconstruction approach [3] and our method. We keep the key-frame interval K =
20 and show our results with relatively large time intervals τ , where the frames
to which the HDR information is propagated have obvious transitions from the
key-frame. Specifically, we use relatively low exposure and fix gamma to 2.2 to
produce tone-mapped LDR images, in order to show the details recovered in the
saturated regions. Note that other details in the images can also be viewed by
adjusting the exposure value to produce different tone-mapped LDR images (e.g.,
the video corresponding to Fig. 6, which is tone-mapped using the localtonemap
function in MATLAB to show rich details, is embedded in the video file, which
we supply with the supplementary material).

Fig. 5: We show the propagation of HDR from a key-frame (a) to a proceeding frame
with τ = 10. This video has large and rapid camera transitions over time. While the
HDRCNN [3] in (c) loses many details, the switchable TPN in (d) can successfully
track the details in the saturated region (see (a)).
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Fig. 6: We show the propagation of HDR from a key-frame (a) to a proceeding frame
with τ = 10. This video contains rapid variations in the lamp regions (red), and
saturated still regions (green). The switchable TPN in (d) can recover the details in
the lamp region even with rapid motions. Also it is helpful to maintain the HDR
information in the still region for the whole sequence.
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